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LEVERAGING LARGE LANGUAGE MODELS FOR AUTOMATED REQUIREMENTS ENGINEERING

Most relevant use-case for RE automation is improving legacy 
requirements
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Customer data..?
→ Hosting in 
Germany

Service-oriented 
ESP
→ use existing 
solutions or form 
new ones with 
customer

ESP: Engineering service provider

BUSINESS CASE AS ESP
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OUR RESEARCH QUESTIONS

How can we Leverage Large Language Models for 
Automated Requirements Engineering?

Hypothesis: AI Agents can aid human engineers in (generating), reviewing, and improving requirements. 

Method: Create an agent to write requirements based on legacy, to review requirements, and improve the requirements. 

Research Questions (RQs): Where is a sustainable introduction of an LLM Based solution possible?

1. Does the review improve the requirement? 

2. How many requirements are useful? 

3. How much and what type of subsequent effort is required?

Contribution: 2 Approaches to automating document generation, review, and refinement.

1. Attribute-Based Review
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EVERYBODY WANTS GOOD REQUIREMENTS QUICKLY AND CHEAP / RQ

REQUIREMENTS ASSISTANT TOOL ARCHITECTURE AND WORKFLOW

EVALUATION AND KEY FINDINGS FROM INDUSTRIAL USE CASES

LESSONS LEARNED AND FUTURE DIRECTIONS IN AUTOMATED RE

AGENDA
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<<Activity>> Maintain 
output accuracy

requirement

Retrieved 
context

Analysis 
output

Human 
evaluation

Production 
telemetry

Change 
requests

ARCHITECTURE REQUIREMENTS-COPILOT

We host application architecture on FEV’s GenAI Hub and use language 
models to review & improve requirements
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<<Req-CoPilot>>

<<User>>

Evaluate tool 
output

<<Activity>> 
Configure product

Attribute definition

Aggregate context 
per requirement

Provide 
requirements

Analyze each requirement 
for each attribute

→ Prompt engineering & 
Retrieval Augmented 
Generation

→ Prompt engineering

Compose change requests 
& solution proposals

→ Prompt 
engineering

GenAI Hub
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ACTION: PROVIDE REQUIREMENTS

The user uploads the specification, which is embedded for later context 
retrieval. Giving individual requirements triggers the review process. 
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Specification

embedding

Req. 1

…

Req. n

0.1, …….., 0.9

0.2, …….., 0.7

0.4, …….., 0.4
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ACTION: AGGREGATE CONTEXT PER REQUIREMENT

Precise Zero-Shot Dense Retrieval without Relevance Labels - ACL Anthology

Dynamic computing holistic context from all relevant viewpoints is crucial 
to prevent hallucination – implemented via multidimensional HyDE + RAG
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Instructions: system meta-model as 
prompt

functional_non_functional_context: 
functional: Adaptive CC, Cruise CC, Distance 

warning, Emergency brake, Speed limit, Sign rec, 
Brake assist, Traffic jam following,

non_functional: Safety, Performance, 
Usability, Reliability, Maintainability,
static_dynamic_context: 

static: Speed Control Module, Adaptive CC 
System, Sensors, UI; ACC-sensors interactions, 
configurations,

dynamic: Adaptive CC adjusts distance/speed, 
Cruise CC maintains speed, Warning alerts, Emergency 
brake, state shifts, user input workflows,
abstraction_levels: 

functional: Adaptive CC,..,
logical: Control logic, distance selection, 

warning,
physical: sensors, brakes, control units, 

algorithms,
decomposition_levels: 

upstream: Safety, UX, regulatory, market,
downstream: performance, UX

Requirement + viewpoint + 
search query 

GPT 4o-mini

Retrieval pipeline

Hypothetical requirements 
• System detects upward press of 
the speed limiting lever within 
the first resistance stage.
• ..
• Input mechanism must include 
safeguards against false triggers 
and malicious interference.

Definition of viewpoints: functional / non-functional,  Static 
& dynamic, Abstraction levels, Decomposition levels

Retrieved requirements
top-k cosine(specification, 
hypothetical requirements)
FA-65, FA-66, FA-68, FA-30, FA-32, 
FA-37, FA-15, FA-77, FA-46

For every 
viewpoint

GPT o3-mini

https://aclanthology.org/2023.acl-long.99/


© by FEV.io – all rights reserved. Confidential – no passing on to third parties   

The “training” has to be based on 
extended consensual alignment 

between domain experts and relevant 
guidelines & adaptions

ACTION: ANALYZE EACH REQUIREMENT FOR EACH ATTRIBUTE

Project- & context-dependent requirements characteristic guide the review 
pipeline – usually detailed extension & domain expert alignment needed!
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Requirement + attributes + context

GPT o1-mini

Review result requirements 
Review result: false,
Review rational: undefined 'N' ... ambiguous 'first resistance stage' ... 
insufficient context,
Issue description: 'N' not defined ... 'first resistance stage' ambiguous ... 
misinterpretation risk,
Change rational: ambiguity causes inconsistent implementations ... affects 
performance & safety ... medium risk,
Solution proposal: revise requirement ... specify 'N' value ... define 'first 
resistance stage' (e.g., initial engagement, +10 km/h) ... clarifies intent

For every 
attribute

Attributes definition (e.g. our SpectRE-Guideline)
Necessary, Appropriate, Unambiguous, Complete, Atomic, Feasible, 
Verifiable, Correct, Conforming 

…
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ACTION: COMPOSE CHANGE REQUESTS & SOLUTION PROPOSALS

Finally, the change request is created (problem statement, impact, risk and 
a singular solution proposal, if possible) – user selects & thereby validates!
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GPT o1/o3 mini

Instructions: compile change request, focus on issues in review-
results, formulate merged solution, if conflicting proposals, 
summarize conflict + structure description + Context + Review 
results + requirement
requirement: „If the driver presses the speed limiting lever 
upwards within the first resistance stage and speed limit 
function is activated, the speed limit is increased by N.

problem statement, problem statement, risk, solution 
proposals …
Problem statement: ..not using 'shall’, ... passive, ..unclear 
definitions. .. not atomic ... 

Solution proposals: If the driver presses the speed limiting 
lever upwards within the first resistance stage (defined as the 
initial 10% of lever travel) and the speed limit function is 
activated, the system shall increase the speed limit by 10 km/h. 
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EVERYBODY WANTS GOOD REQUIREMENTS QUICKLY AND CHEAP / RQ

REQUIREMENTS ASSISTANT TOOL ARCHITECTURE AND WORKFLOW

EVALUATION AND KEY FINDINGS FROM INDUSTRIAL USE CASES

LESSONS LEARNED AND FUTURE DIRECTIONS IN AUTOMATED RE

AGENDA

14
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We analyzed the potentials for LLMs in automated requirement 
improvement using expert evaluations of the results of two approaches for 
an exterior lighting system specification  
USE CASE: EXTERIOR LIGHTING SYSTEM

Source: https://git.rwth-aachen.de/monticore/publications-additional-material/blob/master/cncviewscasestudy/SystemClusterSPESDemonstratorStufe4_220813_en.pdf 15

Evaluation Metho

Expert evaluation with 4 experts 
to compare two approaches

• Approach 1:
− Attribute-Based Review
− One Improved Requirement as 

Feedback

• Approach 2:
− Dynamic Context Computation
− Change-Request Feedback

• Note: Both approaches aim at 
reviewing and improving 
requirements

https://git.rwth-aachen.de/monticore/publications-additional-material/blob/master/cncviewscasestudy/SystemClusterSPESDemonstratorStufe4_220813_en.pdf
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Approach 1: 
Attribute-Based Review 

Approach 2: 
Dynamic Context Review 
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Evaluated Approaches
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RQ1: Does the review improve the requirement?

17

A: THE MAJORITY THE GENERATED REQUIREMENTS IS CONSIDERED BETTER BY THE MAJORITY OF THE REVIEWERS  

How many requirements were improved by 
the approach?

Attribute-
Based Review Evaluation

Dynamic 
Context 

Computation

27 Better 
[1] 57

66 Mostly better 
(1-0.5] 43

9 Mostly worse 
(0,5-0) 3

2 Worse
[0] 0
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A: THE MAJORITY OF REQUIREMENTS IS CONSIDERED USEFUL BUT THERE IS ROOM FOR IMPROVEMENT

RQ2: How many requirements are useful? 
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How many requirements are correct?

Attribute-Based 
Review Evaluation Dynamic Context 

Computation

33 Correct 
[1] 48

58 Mostly correct 
(1-0.5] 44

13 Mostly incorrect 
(0,5-0) 11

0 Incorrect 
[0] 0

How many requirements are better?

Attribute-Based 
Review Evaluation Dynamic Context 

Computation

27 Better 
[1] 57

66 Mostly better 
(1-0.5] 43

9 Mostly worse 
(0,5-0) 3

2 Worse 
[0] 0

How many requirements are useful?

Attribute-Based 
Review Evaluation Dynamic Context 

Computation

19 Correct and better 48

12 Correct and mostly 
better 2

48 Mostly correct and 
mostly better 33

25 Not useful 
(incorrect or worse) 20
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How much subsequent effort is required?

Attribute-Based 
Review Evaluation Dynamic Context 

Computation

36 High 21

33 Moderate 19

28 Low 46

7 None 17

Is subsequent effort required?

Attribute-Based 
Review Evaluation Dynamic Context 

Computation

14 Effort required [1] 4

52 Effort probably 
required (1-0.5] 36

31 Effort eventually 
required (0,5-0) 46

7 No effort required 
[0] 17

A: ALTHOUGH BOTH APPROACHES PROVIDE USEFUL RESULTS SUBSEQUENT EFFORT IS REQUIRED IN MANY CASES 

RQ3: How much and what type of subsequent effort is required?

19

What type of effort is required?

Attribute-Based 
Review Evaluation Dynamic Context 

Computation

1 Affected System 

Adaption
20

6 Conflict Resolution 3

63 Context Specification 39

26 Structural or 
Decomposition 24

8 None 17
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COMPARISON OF BOTH APPROACHES

Context computation increases the performance and both approaches are 
useful, but incorrect and worse requirements need additional efforts 
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What is the overall performance?
Avg. Mean 

of 
Additional 

Effort
Avg. Mean of 

Correct
Avg. Mean of 

Better
Attribute-Based 
Review 0,5438 0,7531 0,7554
Dynamic 
Context 
Computation 0,1757 0,8107 0,8692

Overall Results 0,4710 0,7818 0,8120

How well were issues detected?
Attribute-

Based Review
Dynamic Context 

Computation
True Positives 93 100
False Positives 11 3
False 
Negatives 0 0
Recall 1 1
F1-Score 0,9442 0,9852

Attribute-Based Review Results (Improvement Proposals) 

Original Requirement: If the driver pushes the cruise control lever up to the 
first resistance level and the cruise control is activated, the speed set 
point of the cruise control is increased by the value N. 
Improved Requirement: When the driver pushes the cruise control lever up to 
the first resistance level and the cruise control is activated, the system 
shall increase the speed set point of the cruise control by 5 km/h.

Dynamic Context Computation Results (Change Requests)
Review result: false,
Review rational: undefined 'N' ... ambiguous 'first resistance stage' ... 
insufficient context,
Issue description: 'N' not defined ... 'first resistance stage' ambiguous ... 
misinterpretation risk,
Change rational: ambiguity causes inconsistent implementations ... affects 
performance & safety ... medium risk,
Solution proposal: revise requirement ... specify 'N' value ... define 'first 
resistance stage' (e.g., initial engagement, +10 km/h) ... clarifies intent

Spelling Ambiguity … Verifiability
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EVERYBODY WANTS GOOD REQUIREMENTS QUICKLY AND CHEAP / RQ

REQUIREMENTS ASSISTANT TOOL ARCHITECTURE AND WORKFLOW

EVALUATION AND KEY FINDINGS FROM INDUSTRIAL USE CASES

LESSONS LEARNED AND FUTURE DIRECTIONS IN AUTOMATED RE
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HYPOTHESIS & TECHNOLOGY TRENDS

In the future, true expertise counts - formalism is dead!
we have more time for creative and analytical work!

22

GenAI makes errors – validation 
by experts will always be 

required

GenAI needs data to deliver 
unique value (i.e. true domain 

expertise is key)

Cost of GenAI is driven by 
implementation into process 

context (and often unforeseen 
process digitalization efforts) – if 

implemented correctly, usage 
costs “10x” less than humans

Common domain-expert 
alignment about 

process/method is not often 
given → Automation highlight 

the method ambiguities

Key challenge will be to precisely 
compute the context effectively 

and efficiently for any task in 
any process step
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LESSONS LEARNED AND FUTURE DIRECTIONS IN AUTOMATED RE

A framework to adopt generative AI assistants for builders | IT 2.0

GenAI & ecosystems still evolve rapidly! Maintain control & momentum by 
separating application of domain know-how from technology

23

time

https://it20.info/2024/5/a-framework-to-adopt-generative-ai-assistants-for-builders/
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• Automate 
Requirement 
Elicitation

• Generate 
Structured 
Specifications

LLM 
Integration

• Visualize & 
Trace System 
Relationships

• Validation via 
Graph-LLM 
Integration

Graph-
Based 

Modeling

• End2End 
Lifecycle 
Automation

• Reduce MBSE 
Redundancy & 
Standardize 
Integration

Process 
Automation 
Frameworks

The transformation is happening today
What enables or blocks us?
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